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Introduction 

As the speed of business accelerates, organizations are producing increasingly vast volumes of high 

velocity data in a myriad of formats. Previously, they have had to resort to capturing, storing and then 

attempting to extract insights from data after the fact. However, they are beginning to realize the 

benefits of being able to continuously analyze data as it is captured, in real-time – and take immediate 

action. From improving their customers’ experience to better 1-to-1 marketing to preventing fraud – the 

benefits abound. Organizations are looking for solutions that can help them create event-driven 

applications. These applications are characterized by high event data rates, continuous queries, and sub 

second latency requirements that make storing the data for processing impractical. The requirements 

for event-driven applications are shared by vertical markets such as telecommunications, financial 

services, retail, utilities, healthcare, manufacturing, oil and gas and transportation. Event-driven 

applications use stream processing technologies with the goal of identifying meaningful patterns, 

relationships and trends within seemingly unrelated events and then trigger immediate response 

actions.  

 
Vitria Operational Intelligence (OI) is a fully integrated software solution that brings together capabilities 

for continuous, real-time analysis of streaming data, with the ability to take immediate process-based 

action on the discovered insights.   

This paper describes Vitria OI’s architecture and its major components. It also delves into key concepts 

and functional capabilities for streaming analytics. 

Vitria OI Architectural Overview 
The major architectural components within Vitria OI (Figure 1) that enable streaming analytics are as 

follows: 

 Continuous, real-time analytics server 

 Data integration server 

 Feed server  

 Business process management server 

 Dashboards 

 Development tools 

 Administration tools  
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Figure 1: Vitria OI Architectural Overview 

Continuous, Real-time Analytics Server 

Central to Vitria OI is its continuous, real-time analytics server that is powered by a stream processing 

engine. It is event-driven, allowing a user to request analysis once, and then have that request 

continuously and incrementally evaluated over time against one or more event streams in a highly 

efficient manner (Figure 2).  

 

 

Figure 2: Stream, Analyze, Act 
 

Using an event-driven architecture (EDA), the stream processing engine tackles large volumes of raw 

events in real time to uncover valuable insight. It does this by correlating events from diverse data 

sources and by aggregating low-level events into business-level events so as to detect meaningful 

patterns and trends.   
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Key Stream Processing Concepts  

This section details various stream processing concepts that are fundamental to the operation of Vitria’s 

continuous, real-time analytics server. 

Core Stream Processing Functions 

Capability Description Example Applications 

Filtering  Filtering is ubiquitous in stream processing. A 
single stream can be filtered against one or more 
predicates (rules), patterns, or regular 
expressions. A stream can also be filtered against 
another stream, list, set, table or collection - e.g., 
a clickstream against a blacklist of suspicious 
users 

 CDR Analysis: Filter dropped calls 
against a list of VIP customers 

 SLA monitoring: Filter response 
times against a target value (KPI 
limit) to generate “alert” events 

 Trading: Filter high volume trades 

 Click-stream analysis: Filter orders 
from a specific set of IP addresses 

Correlation  While simple applications often look at just one 
stream at a time, most advanced applications 
must look at and correlate events across multiple 
streams (a correlation in stream processing 
shares many characteristics with a join in SQL). 
Multi-stream, stream to window, and window to 
window correlations are available. Correlations 
can be based on any number of correlation keys 
and correlation constraints, across any number of 
streams and windows.  

 Clickstream: Correlate user ids with 
previously computed user profiles 

 Cyber-security: Correlate intrusion 
attempts from multiple intrusion 
detection systems, log files, etc. 

 Business process monitoring: 
Correlate information from multiple 
systems that participate in a 
business process to manage and 
track exceptions 

Data 
Aggregation 

Aggregate multiple low-level events into higher 
level events (such as order lines in to a single 
order). Conversely, an aggregated event can be 
broken down into its individual elements - e.g., an 
order into line items. 

 

Functional 
Aggregation 

The ability to group events sharing like values for 
one or more attributes and then compute 
statistics over the groups – e.g., Count, Sum, 
Average, Std. Deviation and Variance. 

 SLA monitoring: Compute average 
response time per region 

 Network management: Compute 
one-minute histograms of average, 
minimum and maximum throughput 

 Click-stream analysis: Compute the 
number of visitors that click on a 
particular link within a specified 
time interval 

Enrichment The ability to add contextual or reference data to 
the events in a stream. This includes customer 
information from a CRM system, nearby 
landmarks and other location-based information, 
recent activity, etc. 

 SLA monitoring: Historical 
comparison (for instance, network 
performance in the last month); 
retrieve detailed information from 
master records (for instance, look 
up customer details using a 
customer ID) 

 Retail: Combine product data with 
RFID events 

Event Pattern 
Matching 

Detect whether multiple events correlate and 
match a predefined temporal sequence ( e.g., 
Event A followed by Event B followed by Event C). 

 Click-stream: Did the customer click 
‘Buy’ after clicking on and online ad? 

 Fraud: Detect whether a credit card 
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Capability Description Example Applications 

is used multiple times within a short 
interval of time in multiple locations 

 Trading: Detect ‘wash trading’ 
patterns 

Geospatial  Compute and analyze geospatial relationships, 
such as distance, near, within, among entities 
(points) and between regions (defined as simple 
or complex polygons) 

 Mobile applications: Add nearby 
landmarks to user location 
coordinates 

 Asset tracking: Detect when moving 
vehicles (e.g., planes, ships) are 
within a certain distance of a bad 
weather corridor 

  Military intelligence: Monitor the 
location of people of interest 
against sensitive assets 

 Social: Detect spheres of influence 
within groups of people 

Built-in 
Libraries  

Built-in libraries for regular expressions (regex), 
standard statistical functions, linear regression, 
and more. 

 

Table 1: Core Stream Processing Capabilities 

Event Processing Network (EPN) 

An EPN allows complex event analytics and patterns to be modeled as multi-stage flow diagrams, 

allowing event processing to be decomposed into simpler event processing steps. The resulting analytics 

and complex events from one EPN can feed other EPNs, forming a network of EPNs.  One or more 

source streams serve as input to an EPN. This is followed by a pipeline of continuous stream processing 

steps referred to as stream queries. The results of each stream generate a new stream that can flow as 

input to other stream queries. The output from an EPN is one or more result streams.  

Consider the EPN example depicted in Figure 3. This EPN monitors a service level agreement (SLA) for 

service activation times in real-time. The following sequence of steps occurs: 

1. Real-time status information streams from the service activation system (top, left yellow box) 

2. Customer profile data is retrieved from a customer database or CRM application (bottom, left 

yellow box) 

3. The activation status flow is correlated with customer profile data to obtain SLA targets 

4. Activation times are matched against SLA targets to detect SLA exceptions 

5. SLA exceptions are analyzed by customer type and by product type (multi-dimensional analysis) 

6. SLA exceptions are further analyzed to detect trends in activation times (e.g., by customer or by 

product) 

7. In addition, activation times across all service activations are analyzed for trends (as a baseline) 
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8. The activation exceptions, exception analytics, exception trends, and SLA trends (baselines) are 

published as named streams (right, yellow boxes). 

 

Figure 3: Example of an EPN 

A result stream (represented as "yellow boxes" to the far right in Figure 3) contains output events as a 

result of the execution of a query. A result stream can be used in several ways: 

 As input to queries further downstream within the EPN 

 In real-time dashboards 

 As input to any subscriber application (via an outbound “feed”), which may be another 
component within Vitria OI or a 3rd party application 
 

Windows 

A window is a collection of events temporarily stored in memory to facilitate event processing – similar 

to an in-memory database table that collects events.  For example, a window is used to hold the recent 

pricing events required to compute the five-minute moving average of a financial stock such as APPL. A 

window can be specified and populated implicitly using policies, such as keep the last five minutes of 

events, or by using an explicit window update operation (e.g., insert, update or delete) as shown in 

Figure 4.  
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Figure 4: Windows 

Vitria OI supports different types of windows - implicit, explicit, hybrid and named - all of which allow 

the keeping or discarding of events according to policies.   

Implicit windows can be based on time, attribute or count, and combinations thereof:  

 Time-based windows - Store events streamed within the past “X” time period, where X can be 

expressed in seconds, minutes, hours, or days. At time Y, the event window contains all events 

with timestamps between Y – X and Y 

 Count-based windows - Store only a specified number of the most recent events each time. An 
event range window takes an integer N > 0 as a parameter. At time x, the event window 
contains a maximum of N events with the most recent timestamps 

 Attribute-based windows - For each distinct value of a given attribute (for example, “customer 
ID” or name of a “region”), the most recent event having that value is stored in the window. 
Compound attributes are supported 

Both time- and count-based windows can be either sliding or jumping. With sliding windows, events 
move into and out of the window as time or the number of events progresses. With jumping windows, 
events fill the window until the upper time- or count-based boundary is reached. They are then 
discarded, at which point a new window starts filling up with new events as they arrive.  

Explicitly managed windows allow for the explicit creation, updating or deletion of events in a window. 

For example, in a cybersecurity application, an explicitly managed window can be used to maintain a 

blacklist of suspicious IP addresses that has been sourced from external security feeds. 

Windows can be named enabling them to be shared across queries. For example, in a customer 

experience management application for a mobile service provider, a named window of VIP customers 

might be shared among stream queries measuring distinct KPIs such as the number of dropped calls, 

failed connections, and available bandwidth.  
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Live Collection 

In Vitria OI, a Live Collection is an in-memory collection of the results of a stream query that can be 

queried on demand via an API by dashboards, internal components, and 3rd party applications. A Live 

Collection is deemed “live” because it is continuously updated as new result events are generated by the 

stream query. Hence, the Live Collection always contains the latest results of its associated stream 

query.  

Time Series Collection 

Vitria OI also provides the option to take periodic snapshots of a Live Collection to capture how the 

collection changes over time. These snapshots, known as a Time Series Collection, are useful for trend 

analysis and establishing baselines for key performance indicators (KPIs). Time Series Collections are 

persisted in a database and are accessible via database queries or a Java API. 

Vitria OI’s Stream Processing Language (SPL)  

Today, most Big Data, business data, as well as social data is expressed in XML or JSON, both inside and 
across the firewall, taking advantage of these data type's platform independence, self-describing nature 
and extensibility. The mainstream adoption of Web Services and service-oriented architecture has 
rapidly accelerated this trend. With so much data in motion expressed in XML and JSON, it is essential 
that any stream processing system efficiently handle these data formats. 
 
The Vitria OI Analytics server uses a stream processing language that supports rich data models and can 
handle XML, JSON, relational data and meta-data enriched unstructured data. Vitria OI’s stream 
processing language (SPL) is based on XQuery and JSONiq, and uses the FLWOR statement (see Example 
1), which is analogous to SQL’s Select statement. However, it has the additional flexibility of being able 
to handle rich data models. 
 
Most query-based stream processing systems use a derivative of SQL as their query modeling language. 
This is understandable given the familiarity most developers have with SQL. However, with its limited 
data model, flat structures, and rigid schemas, SQL has significant disadvantages when it comes to 
stream processing. These are listed in Table 2. 
 

1. Relational tables are flat. However, most Big Data and enterprise data is naturally represented and passed 
as hierarchically structured objects, often several levels deep 

2. Relational tables are highly uniform. However, data formats such as XML and JSON can be highly variable, 
structured or loosely structured.  These data formats are much more adept at handling structural 
variations, typing variations and missing data compared to relational structures 

3. Relational tables have relatively static schemas that can be difficult to evolve, while in contrast, the “self-
describing” nature of XML or JSON blurs the data/ metadata distinction, permits extensible schemas, 
flexible schemas, or even no schemas, and can support dynamic schema evolution 

4. Relational data is naturally not ordered. However, the order of data is very important in rich data formats 
(especially in document data) 

5. Volume of data existing in JSON and XML vastly exceeds that of relational data 

Table 2: Disadvantages of SQL and a Relational Data Model for Stream Processing 
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SPL supports navigation within input events, the combining of data from multiple input streams, and the 
generation of new streams from one or more inputs. Stream processing extensions such as “streams”, 
“windows” and “output policies’ (to name a few) have been incorporated into SPL.  SPL is highly 
optimized for performance using an efficient binary representation of the documents inside the engine. 
 
The most important expression in SPL is the FLWOR (pronounced “flower”) statement, which is 
analogous to SELECT-FROM-WHERE-ORDER BY queries in SQL. The general format of the FLWOR 
statement is as illustrated below. A Visual Query Editor is available in the development tool that allows 
users to construct these queries easily: 
 

for  $variable1 in collection1, $variable2 in collection2, … 

let  $variable10 := value10, $variable11 := value11, … 

where  predicate 

[group by partition-expression] 

order by  element-name 

return  result-expression 

 

Example 1: FLWOR Expression Structure 
 

SPL includes support for sub-queries, union, intersection, difference, aggregate functions, sorting, 
existential and universal quantification, conditional expressions, user-defined functions, and static and 
dynamic typing, in addition to various constructs to support document manipulation, such as query 
primitives for element order-related operations.  

An SPL Query Example 

Putting all of this together, the following example illustrates an SPL query on a real-time feed of call 

detail records (CDRs) to detect dropped calls for high value customers. The result of the query is an XML 

document that contains, for each dropped call, the network cell ID, customer name and a computation 

of the aggregate total count (dropped calls) as the window slides. 

 

for   $alert in stream(‘network_alert_stream’,) 

for   $customer in window(‘customers’) 

let   $drop_codes := (235, 316, 427, 723)  

where   $alert/type = “error” 

  $alert/err_code in $drop_codes 

  $alert/imsi = $customer/imsi  

group by  $alert/cell_id, $customer/type,  

return { 

  $alert/cell_id 

  $customer/type 

  <dropped> count($alert) </dropped> 

} 

Example 2: Query that Counts Dropped Calls Grouped by Cell Tower and Customer Type 
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Advanced Streaming Analytics  

With its powerful query language, EPNs, and built-in statistical libraries, Vitria OI can solve advanced 

analytical use cases over streaming data. A partial list is provided in Table 3.  Unlike traditional Analytics, 

streaming analytics provides continuous, real-time updates. 

 

Advanced Streaming Analytics Uses & Applications 

Moving statistics over arbitrary event and/or 
time windows 

 Moving averages 

 Exponential moving averages 

 Velocity, acceleration, deviation 

Time-series analysis  Slope and intersections 

 Trend analysis 

 Multivariate time series 

Pattern detection and matching in real-time  Activity tracking 

 Fraud detection 

 Cybersecurity 

 Process discovery, detection, and tracking 

 Behavioral analysis 

Predictive analytics  Linear regression 

 Logistic regression 

 Bayesian 

 Duration analysis 

Historical analysis  Correlate real-time and historical data 

 Compute baselines 

 Detect deviations and anomalies in real-time 

 Conduct forensics on real-time events 
 

Multi-dimensional analysis   View and analyze data along a number of different 
dimensions 

 Control ‘data altitude’ through drill-down 

Table 3: Advanced Real-time Analytics and Use Cases for Streaming Data 

Data Integration Server 
The different types of data, in a wide variety of formats, that stream through an organization can be 

categorized as follows:  

 Transactional data: This refers to live transactions that are captured during business operations 

and processes, such as a purchase records, inquiries and payments 

 

 Streaming Big Data: Volume (amount of data), Velocity (speed at which data arrives) and 

Variety (diverse data sources and types) are defining properties of Big Data. Examples include 

user-generated content through social media, click streams, web and software logs, sensor data, 

smart grid, network and device data, and more 
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 Reference data: This type of data is typically non-volatile and non-transactional in nature. 

Customer, product, supplier, and location-related data are examples of such data that is 

typically used to enrich other raw data, in real-time, to provide contextual information 

 

 Metadata: This provides “data about the data.” Examples of metadata include the data name, 

data dimensions or units, definition of a data entity, or a calculation formula 

 

 Analytical data: This refers to user-consumable “intelligent data” that is derived as a result of 

analyzing transactions and big data 

Vitria OI provides a distributed and scalable data integration framework to tap into these various 

sources of data and events and prepare the data for analysis. The same framework is also used to 

publish analytical data to external systems. Key capabilities of the framework include the following: 

 The ability to easily ingest data from Big Data frameworks and enterprise systems and streams 

into the Continuous, Real-time Analytics Server 

 

 The ability to easily send processed event streams and analyzed results into Big Data 

frameworks and enterprise systems 

 

 A pluggable component and connector SDK to easily add more custom components for handling 

and connecting to proprietary systems 

 

 A scale-out & scale-up architecture to support extreme event rates 

 

 The ability to supports message processing semantics such as best-effort and once-and-only-

once QoS  
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Figure 5: Data Integration Framework 

 

Vitria OI’s data integration framework allows users to create a data pipeline using the following 

components: 

 Source components 

Source components enable connectivity to event sources that produce event streams. Vitria OI 

easily interfaces with a wide range of data sources including packaged applications, web 

services, messaging middleware, relational databases, HDFS, and external web feeds, using 

transports such as HTTP, Syslog, REST, File, SNMP, JMS and Socket. Reference data can also 

originate from BI systems, data warehouses and Big Data frameworks. An event object is 

transferred from source component to downstream processing components. The event object 

consists of an optional event header and event body. The event header consists of a Sequence 

ID, timestamp, and properties that are key-value pairs. The event body can have multiple 

payloads – e.g., String, String Array, Byte Array, XML DOM, JSON node and Java Objects 

 

 Processing components 

The processing components enable filtering, parsing, enrichment, splitting and transformation 

of data. By processing data early in its lifecycle, Vitria OI conserves network bandwidth and 

sends only the relevant results to the Continuous, Real-time Analytics server. Vitria OI can 

handle a variety of data formats such as binary, CSV, XML, JSON, relational tuples, MapMessage, 

text (e.g., regular expression, delimited and fixed width) and log data. Parallelism can be 

configured for any of the processing stages to handle high event rates 



VITRIA TECHNOLOGY, INC. > Vitria OI Streaming Analytics: Architectural Overview 13 
 

 

 

 Target components 

The output of the processing components can be delivered to one or more targets. Targets can 

be Feeds (see Feed Server section) or external systems such as JMS, HDFS, Databases or files. A 

Feed is a conduit for managing event streams between the various servers within Vitria OI. 

Target components also enable connectivity to external systems to publish as well as store 

analytical data or derived events 

 

 Stream Builder 

Stream Builder is Vitria OI’s data connectivity App that uses the data integration framework for 

both inbound as well as outbound data integration. It lets users select and configure event 

sources, and then filter, parse, map and fan out events to Vitria OI's Analytics server. Optionally, 

data can be sent to third-party systems (e.g., a data warehouse or Hadoop) 

 

 

Figure 6:  StreamBuilder App 
 

Vitria OI allows the solution to work synergistically alongside Hadoop. The Hadoop connector allows 

data streaming into Vitria OI to be persisted in Hadoop, and then queried to provide historical and 

baseline analysis. Data captured by Hadoop can also be streamed into Vitria OI, providing instant 

analysis and timely detection of opportunities and threats. Vitria OI’s data integration framework allows 

for rapid integration with an organization’s existing business intelligence (BI) and data warehousing 

infrastructure, NoSQL databases and other Big Data frameworks. 
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Feed Server 

The Feed server is the architectural component dedicated to managing feeds. A feed serves as a conduit 

for event streams that move between the various Vitria OI components. To ensure optimal scalability 

and extensibility, the management of feeds is separated from the event analysis performed in the 

Analytics server.  

The Feed server provides robust, enterprise-grade quality of service to support subscriber recovery, 

event archiving, snapshot creation, scalable deployment as well as the collaborative sharing of feeds 

across multiple Vitria OI applications. 

The Feed server uses a plug-and-play, distributed hub-and-spoke architecture. It is architected to scale 

to support unpredictable load volumes by varying the number of Feed server instances as required. 

Using this approach, the Feed server can stream millions of real-time events between multiple 

producers and consumers. 

 

Figure 7:  Connecting Event Producers and Consumers 

The Feed server also provides enterprise QoS including durability, scalability, and availability to 

unreliable event sources so as to facilitate real-time analysis. The Feed server also guarantees message 

delivery such that subscribers receive events in the proper order and duplicate events are not 

transmitted. 

Feeds can be federated across multiple organizations or business units. Once a feed is created, it can be 

easily shared with other developers, business analysts and power users, based on their access rights. 

They can easily tap into event streams to build analytical models that aid in stream processing without 

the need for deep technical knowledge of the underlying event sources. By providing access to shared 

feed instances, the Feed server promotes collaboration and consistency.  

Event-Driven Business Process Management  

Vitria OI’s event-driven BPM module is triggered by the analytical results from an EPN (e.g., when a KPI 

threshold is exceeded, by the arrival of an explicit event such as a new order, or when certain conditions 

are met when evaluating an event policy). It helps organizations respond to uncovered real-time insights 

by orchestrating processes that connect people, systems, and services. Vitria’s BPM includes capabilities 

that help define, execute and continuously monitor and analyze business processes and activities. 
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1. Define: A unified model-driven development environment helps users collaborate on defining 

and refining BPM solutions - complete with process models, service orchestrations, forms, the 

associated business rules, dashboards and KPIs, and escalations and alerts.  

 

Figure 8: Defining BPMN-compliant processes 

Processes are visually modeled using the Business Process Model and Notation (BPMN) 2.0 

standard. Using standard BPMN constructs, users can easily group process steps and events in 

logical pools and lanes and graphically depict concepts such as gateways, exceptions, services, 

and timers within these process models.  

They can configure the way in which tasks get assigned to specific work queues as processes 

execute. For instance, rules can be configured to trigger work assignments in a round robin 

manner, based on the current or projected workload, or when specific conditions are met. 

Timers can be defined that escalate tasks or notify the right individuals of issues or delays. 

Process routing rules can be defined using simple decision tables as well as JavaScript. Simple, 

yet powerful forms can be modeled that gather and present the necessary information to help 

process participants complete their tasks. Data models can be created using both simple and 

complex objects and data types can be automatically imported using WSDL or XSD. XPDL 2.1 

process models can be imported into the modeling environment to kick-start process modeling 

exercises. In addition, process fragments can be created and shared to speed the development 

of processes. A central repository for all process artifacts facilitates collaboration amongst 

developers and aids with version management and governance. The environment also supports 

the validation, deployment and administration of all process-related artifacts. 

2. Execute: Vitria OI’s event-driven BPM engine orchestrates business activities and transactions 

between systems, processes and people - both within and across organizations. The BPM engine 
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adheres to the process execution semantics prescribed by the BPMN 2.0 standard, driving 

processes forward as events unfold. It supports advanced event correlation techniques such as 

the ability to chain together both related events and out-of-sequence events. Users can 

configure timers and alerts to notify the necessary individuals when service level agreement 

(SLA) thresholds or key performance indicators (KPIs) associated with a step in a process are in 

jeopardy. The BPM engine allows for extensive integration with systems and processes using 

web services, HTTP, OAuth, JDBC, REST, JavaScript, JMS and more.  

3. Continuously Monitor and Analyze: Vitria OI provides rich, real-time process intelligence. Users 

can continuously monitor business process instances as well as specific business activities. Key 

process performance metrics such as backlogged items, SLA violations and at-risk instances can 

be tracked. Instances can even be played back to analyze execution paths. These instances also 

serve as a source of granular information that can help with audits. 

With Vitria OI, users can define specific process milestones that they want to track to help with 

end-to-end business process monitoring. These milestones can even include activities that are 

not orchestrated by Vitria’s BPM engine. The solution can uncover actual process execution 

paths to determine if they are in compliance with what was initially modeled.  

 

Figure 9: Detect Actual Process Execution Paths 

The frequency and duration of specific activities can be continuously tracked; built-in predictive 

analytics capabilities help determine the next best action or the most likely next step in a 

process. Business processes can be kicked off and tasks can be re-routed when specific events 

are detected by the analytics engine. In addition, real-time analytics can be used to evaluate 

process routing rules. For instance, a rule can be configured to route all process instances to an 

alternative path if their age is 10% higher than the last hour’s average. Unique to Vitria’s BPM is 

the feedback mechanism wherein state changes are looped back to the analytics server to help 

continuously improve its pattern detection algorithms. For example, when the analytics server 
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detects potentially fraudulent activity, it alerts the right individuals so that they can intervene 

and analyze the incident. The outcome of the analysis – whether it was a false positive or not – 

can be fed back to the analytics server to refine how it classifies events and detects patterns in 

the future.  

 

Dashboards 

Vitria OI’s real-time dashboards provide users with a picture of the current performance and it visualizes 

anomalies and exceptions. Users can drill in to specific activities or transactions to get the context and 

take appropriate action. These dashboards are HTML5 compliant ensuring that they can be viewed on 

both desktop and tablet devices.  

 

Figure 10: Real-time Dashboard 

 

Dashboards in Vitria OI can be quickly composed by business analysts from diverse data sources. Within 

Vitria OI, resources provide data that can be used in dashboards. Data sources are managed consistently 

in a registry so that resources can be securely browsed and shared.  

 

Development Tools  

Vitria OI radically accelerates the delivery of solutions by facilitating business and IT collaboration 

through its development tools. Business analysts know what is important to the business, while IT 

controls the infrastructure and business critical data. Vitria OI provides a unified environment with tools 

for seamless collaboration between business analysts and IT. 
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Figure 11: Facilitating Collaboration on Application Development  

 

Vitria OI helps deliver rapid time to value by facilitating quick implementations of OI solutions and then 

supporting the iterative refinement of these solutions. An initial solution can be rolled out quickly on the 

platform without disrupting existing operational systems, and subsequent solutions can then be 

deployed iteratively.    

Vitria OI is model-driven. An OI “solution” typically involves many model types, including EPN models, 

process models, data integration models, data models, dashboard models, rules, and service definitions. 

A “project” brings together a logically related set of models that define an OI solution. An OI project 

constitutes a modular component of an OI solution and supports the complete lifecycle of development, 

deployment, execution, and administration. It also serves as the basic unit of deployment and resource 

assignment within the Vitria OI runtime architecture. OI projects can interact through shared resources, 

such as feeds, databases, and services. 

OI projects, and the models that they contain, are stored in a common model repository and run directly 

on the platform. The repository enables rapid solution development by supporting a simple, edit-test-

deploy-execute lifecycle, resulting in OI solutions that are easy to iteratively evolve and optimize. 

Vitria OI has a single consistent IDE, called “Workbench,” for creating, storing, editing, sharing and 

deploying the various models needed to create a streaming analytics solution. Using Workbench, 

multiple users can collaborate on Vitria OI projects. The unified modeling environment presented by 

Workbench lets users easily traverse and explore model relationships. It fosters collaboration and 

sharing with other teams, and simplifies testing, simulation, versioning and deployment, which results in 

higher quality models and deployments. 
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Figure 12: Unified Modeling Environment 

Administration Tools 

Vitria OI is a unified, production quality platform that can support the rigors of configuration, 

deployment and administration. It supports a holistic approach to application lifecycle management - 

from design to deployment to change management - where a project encompasses all the artifacts that 

are a part of a streaming analytics solution. The administration UI and scripts support the consistent 

management of all aspects of runtime environments and the deployment and management of 

applications. Vitria OI has a unified repository that provides version management of all Vitria OI models 

(including stream processing queries, dashboards, processes, policies, and services). Users can group 

related versions of models into a release so as to manage the integrity of deployments. 

Vitria OI provides performance and availability monitoring capabilities that can be accessed through the 

Vitria OI Admin UI or through JMX.  Resource monitors can report on consumption of system resources 

(e.g., CPU and memory) for various components of the Vitria OI runtime.  Monitoring is available for the 

Vitria OI Server (runtime container), Vitria OI App (unit of deployment), as well as the individual runtime 

components (e.g., specific analytic queries). Vitria OI provides performance monitoring, including 

reports on individual runtime components (e.g., input/output rates, last timestamp processed, 

subscriber counts).   
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Figure 13: Administration Console 

Elastic Architecture for Scalability and High Availability of Stream Processing 

In real-time computing and analytics, performance is crucial. Equally important is the ability to scale 

performance commensurate with the event volume, event velocity, and analytical complexity in order to 

deliver continued performance over time. Within the Vitria OI runtime architecture, event volume, 

velocity, and complexity can be scaled independently based on the use case, by utilizing commodity 

hardware servers and horizontal scaling techniques. This allows Vitria OI to efficiently accommodate a 

wide variety of use cases – from high volume use cases with dozens of event sources and billions of 

events per day to use cases with relatively low event volumes that nonetheless require intensive 

calculations over long computational time windows, thereby requiring the server to hold events in 

memory for extended periods. 

Vitria OI runs on an elastic grid of compute servers called server pools. Vitria OI servers can be 

dynamically added or removed based on load characteristics. Vitria OI's Domain Manager manages 

server pools and the automatic dispatching of workload based on assignment policies (e.g., by CPU, 

memory, round-robin). New OI solutions can be deployed dynamically without affecting running 

solutions. 

The elastic server pool supports high availability. Vitria OI continuously monitors the health and 

performance of running OI solutions and OI servers. The failure of an OI Server is quickly detected, and 

its OI solutions are automatically assigned (based on workload policies) and restarted on healthy OI 

servers. Similarly, failed solutions are detected and can be automatically restarted. The recovery state of 

each OI solution is stored in a separate data server tier, which utilizes server clustering and data 

replication techniques to ensure high availability.  
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Figure 14: Flexible Scaling of OI Applications and Stream Processing  
across an Elastic Grid of Vitria OI Servers 

In a Nutshell: Developing a Streaming Analytics Solution 
The five steps involved in the development of a streaming analytics solution using Vitria OI are 

as follows:  
 

1. Connect 

a. Connect to one or more event sources 

b. Use or define the event structure  

c. Stream events into one or more Vitria OI Feeds 

 

2. Process Streams 

a. Subscribe to these Feeds and create an EPN 

b. An EPN outputs higher level event streams and/ or analytics result streams 

 

3. Consume the Results 

a. Create dashboards from the results of an EPN 
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b. Subscribe to output streams of an EPN and trigger processes or workflows 

 

4. Run the Application 

a. Package all of the above in a project, deploy into the server pools  and run the project 

b. Share dashboards and output streams to users 

 

5. Iterate and Incrementally Add New Event Sources and Use Cases 

Summary 
Vitria OI is the only fully integrated software platform that blends capabilities for continuous, real-time 

analysis of both streaming and stored data, with the ability to take immediate process-based action on 

the discovered insights. Vitria OI lets users uncover and analyze actual business patterns from live, 

streaming data and proactively respond. It is designed to continuously ingest massive volumes of both 

streaming and stored data. The high performance stream processing engine within it continuously 

queries, filters, correlates, integrates, enriches and analyzes this data to discover exceptions patterns, 

and trends that are presented through live dashboards. By leveraging in-memory processing, the results 

are delivered with ultra-low latency. The ability to easily mash up these results with external data and 

event sources helps deliver real-time insights in context. Advanced multi-dimensional, time-series and 

predictive analyses present business executives with the “big picture” and the ability to drill into specific 

events and take immediate process-based corrective action. They are empowered to configure KPIs and 

dashboards in minutes. More sophisticated OI applications, complete with feeds, stream processing 

queries, processes, policies and dashboards, can also be composed by IT architects using the powerful 

development tools. 
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